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The Double Failure of 'Double Effect'

Some half a century ago Elisabeth Anscombe claimed that there could be no substantial progress in moral philosophy until clarity had been established on the central concepts of philosophical psychology, in particular on the concept of intention.
 She believed that establishing such clarity would reveal much of modern moral philosophy, in particular utilitarianism, to be built on shaky attitudinal foundations and the Catholic doctrine of double effect, in contrast, to be well founded.
 In this paper, I shall illustrate one way in which Anscombe's first claim is on the right lines: moral theory cannot get by without clarity on a whole set of issues that belong to philosophical psychology or action theory. Moreover, one such issue does indeed have consequences for the 'doctrine of double effect' and the intuitions it attempts to channel. However, I will be arguing against Anscombe that a precise understanding of the nature of intention reveals the doctrine to be without attitudinal foundation.

My discussion takes place in four broad steps. I begin by isolating what I take to be the core principle of the DDE, arguing that we need to distinguish two ways in which it may be interpreted. The resulting variants of the principle specify two different types of moral import that may be thought to attach to the attitudinal distinction between intention and what I call 'acceptance'. In the second part of the article, I propose an analysis of that attitudinal distinction before, in sections three and four, going on to discuss whether the distinction can play either of the roles that it is assigned by the two principles. My answer will be negative. Nevertheless, I hope to show that a combination of attention to the psychological basis of the principle and careful consideration of its possible function in the structure of moral evaluation can disentangle the valid intuitions that are mistakenly thought to support it.

1. From the DDE to the Double PCC
The so-called 'doctrine of double effect' (DDE) has been most frequently discussed in the context of 'applied ethics'. In these discussions, pairs of similar examples are juxtaposed in order to mobilise intuitions that the minimal descriptive difference between the cases grounds an important moral difference. In one example from medical ethics, the distinction is emphasised between killing a patient by administering a dose of morphine in order to relieve pain and deliberate mercy killing by the same means. A second much-discussed case concerns the morals of war. It contrasts two examples of bombing with the aim of bringing a war one is justly waging to a speedy end: in the first case, the bomb is dropped in order to destroy a munitions depot, in spite of the deaths of children in a nearby school this will inevitably cause; in the second case, the target has been chosen in order to kill the children and thus demoralise the enemy.

The decisive descriptive difference on which the relevant normative contrast is thought to rely is that between a state of affairs being brought about as an expected side effect and its being brought about as the aim of an action. In the form in which it is advanced in Catholic moral theology, this basic idea is flanked by various other principles the precise content and interrelations of which are anything but clear.
 Anscombe herself characterised the doctrine as a "package deal" and sensibly recommended that what she called the "principle of side effects" be discussed separately from the conditions with which the DDE lumps it together.
 Most importantly, we should separate this central claim from the absolutism according to which there are certain moral prohibitions, such as that of killing the innocent, that admit of no exceptions. It is not difficult to see why the 'principle of side effects' should appear particularly attractive to a moral absolutist: it opens up a space for non-reproachable behaviour where agents would otherwise be faced with contradictory absolute demands. However, if it is to be able to fulfil this function, then the relevant descriptive difference must have the specified normative consequences independently of absolutism.

It should thus make itself felt relative to norms that obviously have no more than pro tanto character, for instance, the norm not to cause pain. Recent secular advocates of the doctrine, prominent among whom is Thomas Nagel, argue that precisely this is the case.
 An example pairing that illustrates the point can be provided by a couple of dentists, one of whom sees the pain he is inflicting as a side-effect of his drilling, whereas his twin inflicts the same amount of pain in the course of the same operation on purpose. In the first case, the patient's pain is, like the death of the patient in the first of the analgesic cases and the deaths of the children in the first bombing example, a matter of what these days is often called 'collateral damage'.

The intuition under investigation tells us that there is some sense in which bringing about collateral damage is less morally problematic than bringing about the same damage as an aim. This raises two questions to which answers are needed in order for us to be able to provide a reasoned assessment of the intuition: firstly, in what way precisely do we feel that the morally problematic character of the relevant action varies in line with the relevant descriptive difference? Secondly, why should that descriptive difference have these evaluative consequences?

Before tackling these two questions, there is a small point of terminology that should be cleared up. A bit of basic action theory reveals that talk of double 'effect', and correspondingly of 'side effects', entails an unnecessary restriction. The cases in question involve an agent performing some simple bodily movement in order to bring about some state of affairs p because of p's tendency to lead to q and in spite of either p's or q's tendency to lead to r. The point worth drawing attention here is that the relation of 'leading to' need not be causal in character.
 Doing something that alerts someone to a danger and thus saves her life may also count as an insult or as breaking a promise. In such cases, we don't have two effects, but rather two results or consequences, one of which is an effect, the other of which is not. For this reason, I will from here on refer to the core claim of the 'DDE' as the principle of collateral consequences (PCC).

The Attitudinal Basis

What, then, might it be about collateral consequences that could render them less morally problematic than those consequences that are directly in line with the agent's aim? The answer must surely lie in the psychological features in virtue of which certain consequences count as merely collateral, rather than being, as it were, fully illuminated by the direct light of an agent's aim. The relevant difference is frequently characterised as that between intending and 'merely foreseeing' certain consequences. However, this is misleading as it suggests that we are dealing with the difference between an action-guiding attitude and a merely epistemic attitude. Of course, we are epistemically involved in estimating the consequences of most actions we engage in. The decisive point for our purposes is, however, that, in as far as the agent is minimally rational, she cannot just believe that what she does will bring about those consequences. A minimally rational person will also opt for them in as far as she sees them as bound up with the consequences at which she is aiming. That is, she will take on an attitude accurately expressible by means of the locution "Let it be the case that (q & r)". She will be the bearer of what can be called an optative attitude with conjunctive content.

This means that the decisive attitudinal difference is not quite so easy to pinpoint. It must be a matter of a distinction between different optative attitudes. This can be expressed by characterising the kind of attitude taken on to collateral consequences as one of acceptance. Acceptances, although they are certainly involved in action guidance, are nevertheless missing whatever component it is that must additionally be present for us to talk of 'aims' or 'intentions'. That surplus is picked out by various everyday metaphors, such as being 'settled on' or 'committed to' bringing about the relevant result.
 The decisive descriptive difference, then, would appear to be accepting's lacking whatever it is that commitment involves. If, as many contemporary action theorists have come to believe, commitment is an attitudinal component essentially irreducible to either optative or doxastic features,
 then defenders of the PCC might feel justified in resting their case. If there really is something so special at work here, then maybe we shall have to end up saying that a descriptive mystery is at the root of a normative mystery: we just do have the intuitions articulated by the PCC and we have them because there is something irreducibly special about intending. That, the 'collateral consequentialist' might claim, is the phenomenological bedrock against which our analytic spades are inevitably bent back.

There is, of course, no a priori reason why certain concepts should not turn out to be irreducible. However, irreducibility claims should only be accepted when it is clear that all other explanations of the phenomena fail. Moreover, where such a claim is supposed to ground normative guidelines for our actions, we ought to be particularly interested in a transparent explanation. Otherwise, we are going to end up submitting to demands the reason for which we don't understand. A discussion of the PCC, then, should involve serious consideration of whether the 'supraoptative' commitment component of intention cannot be given some sort of reductive analysis. I will offer such a suggestion in part II of this article.


Two Versions of the PCC

First, however, we require clarity on the precise sense in which the absence of that component in mere acceptances might be thought to make the consequences of some action morally less problematic. There is, as I wish to show, an ambiguity to the core claim of the PCC that contributes considerably to the nebulous character of the intuitions that support it. The ambiguity can, for instance, be seen in two claims made by Nagel within a short space. Although the two points are clearly distinct, Nagel obviously does not think it necessary to distinguish them, let alone to argue for them separately.

The first is this: "Intention," he asserts, "appears to magnify the importance of evil aims by comparison with evil side effects".
 The idea here seems to be that the bringing about of a negatively evaluated state of affairs as a result of an intention constitutes a worse offence than doing so as a result of a mere acceptance. Indeed, and this is the original Catholic function of the doctrine, where the former is forbidden, the latter may well be permitted.
 Now compare Nagel's second claim: according to this, "the connection of ends and means conducts responsibility so much more effectively than the connection of foresight and avoidability".
 This is a different matter and can be rephrased in the following way: where it is forbidden to bring about a certain state of affairs, the fact that someone brings it about as the result of an acceptance, rather than an intention, makes doing so in an important sense less fully the agent's action and thus exculpates him, at least to some degree, from having contravened the relevant norm.

The ambiguity at work here derives from the failure to distinguish between two different kinds of principles at work in systems of moral evaluation. The first kinds are moral norms in the narrow sense of the word, norms whose primary function is to guide the prospective action of agents. Where these norms are employed in their secondary function, that is, as standards for the retrospective evaluation of actions, they are complemented by principles of a second sort, principles that regulate the assignment of responsibility for the contravention of the norms. The fact that a person has violated some norm does not in itself decide the question as to how strongly that violation is to be attributed to her. That depends on whether there are further factors to be taken into account that should count as excusing her for what she has done. Considerations of both sorts combine to justify judgements as to the level of culpability of the agent: how guilty she is depends both on how important the norm is that she has violated and how strongly the violation is to be attributed to her. The two points are, however, clearly distinguishable and are distinguished by modern legal systems.

In our context, the important point is that the moral significance of the intention/acceptance distinction could be expressed in a principle of either sort, that is, its function could be thought to be either normative in the narrow sense or responsibility-theoretic. As a result, we can give the PCC two different formulations. 

PCCn
Where an agent A brings about a state of affairs p the bringing about of which is morally problematic, p's being merely accepted, rather than aimed at, necessarily counts in favour of the permissibility of A's action token.

PCCr
Where an agent A brings about a state of affairs p the bringing about of which is morally prohibited, p's being merely accepted, rather than aimed at, necessarily counts as reducing A's responsibility for having contravened the relevant norm.

We should, I shall be arguing, reject both variants. Dealing with them separately will, on the one hand, prevent independent intuitions from interfering with each other. That will make it easier to see that there are no arguments that give adequate support to either version of the principle. On the other hand, it will also enable us to see that there are indeed cogent arguments that support claims which are related to the two versions of the PCC in one way or another. There are, it turns out, important normative and responsibility-theoretic principles at work in the background. However, these neither derive from the intention/acceptance distinction nor justify judgements that are coextensive with those to which either version of the PCC would commit us.

Having set the scene, I now turn to the two primary tasks that are faced by an analysis of the PCC: firstly, what is precisely the difference between intention and acceptance? And secondly, what considerations might be thought to justify assigning that difference a central normative or responsibility-theoretic role?


2. INTENTION'S SURPLUS: TWO CONCEPTIONS

There are, as I see it, two plausible analyses on offer of the 'transoptative' feature of intention we call 'commitment'. These can be labelled the downstream and the upstream analyses.
 I shall briefly
 discuss the two positions in turn, explaining why I think the second is the correct one.

The Downstream Candidate: Motivational Dispositions

According to the downstream conception, to intend to A is to be in whatever kind of state it is that disposes its bearer to engage in certain types of behaviour: in the simple version, to attempt to A;
 in its more complex version, also to deliberate so as to form further attitudes that are conducive to one's A-ing and to refrain from forming attitudes that are unconducive to one's A-ing. Also included here is the second-order disposition not to abandon the first-order disposition.

Thus conceived, commitment is essentially a motivational matter. However, any such conception runs up against a basic problem that can be expressed in terms of a dilemma. The first horn involves characterising the motivational dispositions in such a way that they need not turn out to determine the relevant forms of their bearer's behaviour. If that were correct, there would be no difference between intending and wanting with some unspecified level of motivational strength. On this view, no feature of intending emerges that could distinguish it sharply from other optative attitudes, as the notion of commitment is supposed to do. The downstreamer can solve this problem by grasping the other horn, claiming that intending essentially involves behaving in the ways mentioned, in as far as the relevant intention is not abandoned. Commitment would then be a matter of being sufficiently motivated to engage in the various forms of deliberation, planning and endeavouring that are undoubtedly characteristic of intending. However, any conception that ties intention conceptually to its bearer's behaviour runs up problems with weakness of will.
 Of course, the analysis does not simply specify that the agent need be most strongly motivated to do what she intends. The dispositions associated with intending are conceived as what in Rylean terms can be called 'multi-track'.
 Nevertheless, the objection from the possibility of weakness of will is simply extendable to the other forms of behaviour to which the intender is said to be disposed: just as we can be insufficiently motivated to even try to realise an intention, we can also be insufficiently motivated to think through what else we need to do or to omit in order to realise it.

This problem is countered by a move that is made within the most influential theory of intention of recent years, that of Michael Bratman. The move involves specifying that intentions not only have characteristic causal roles, but also characteristic normative roles: that is, if you intend to A, you don't only tend to act and to deliberate in ways conducive to your realisation of A; even in cases in which no such behaviour results, it remains true that you ought rationally to do so.
 This clause covers weak-willed cases, as weak-willed agents are precisely irrational in their not adhering to the relevant norms. However, there are, I think, serious problems here as to how a specification of what we should do if we are in a particular kind of state can count as analysing what it is to be in that kind of state in the first place. Surely I need to know what kind of state I am in before I can go on to inquire what it would be rational for me to do in virtue of being in that state. But that means that I need criteria for whether I am in that state or not that are independent of the normative question. Certainly, an analysis of intending should be able to explain why intentions justify advice to their bearers on what it would be rational to do. But precisely this demand is not taken seriously by such a normative functionalism, which simply tells us that intentions are tracked by certain norms, but leaves it a mystery as to why this is the case.

It is at this point that Bratman's theory of intention, which operates extensively with apparently conceptual criteria, shifts its status from that of a reductive to that of an irreducibilist theory. The motivational features of intending appear as symptoms of whatever it is that justifies the norms. In our context, the move puts us in a position that is uncomfortably close to that from which our investigation of intending was supposed to be liberating us in the first place: we have certain norms relating to the concept, but no explanation of what it is about the relevant mental state that justifies those norms.

There is a second general objection to downstreamism from the phenomenology of intending: the motivational explication of intending makes it hard to see why it is that we generally know what it is that we intend before our intentions begin to affect our behaviour. If what we intend were what we are sufficiently motivated to do, or to prepare to do, we would generally have to wait and observe our behaviour before we came to realise what the contents of our intentions are. This must a fortiori also be true of the distinction between what we intend and what we merely accept. Whether a bomber pilot is actually a 'collateral' or a 'teleological' killer is something he could only discover by waiting to see how he finds himself motivated to act. That is, however, not our experience of intending. Moreover, the second mode of epistemic access to intentions open to the downstreamer is equally implausible: we don't have to look into ourselves to try and detect how strongly we are motivated relative to some attitudinal content to find out whether the attitude is an intention or not. On the contrary, so it seems, we form many of our intentions through the conscious step of coming to a decision. This points to the second candidate for intention's surplus.

The Upstream Candidate: Deliberation-terminative Optative Stands

The core idea here is that our actively formed intentions are a set of optative stands distinguished by genetic criteria. The criteria specify what it is to take a decision, the mental movement the product of which is a paradigmatic intention. Decisions, according to the upstreamer, are optative stands that bring to a close episodes of what can be called 'minimal practical deliberation'. Minimal practical deliberation is the mental process set in motion by the desire of the agent to resolve an optative uncertainty as to what to do. Deliberation that is more than minimal, as it usually is, involves the weighing of pro- and contra-considerations with the same end in view. A decision is the consciously occurrent optative stand that terminates such a process because of being taken by the agent to frame the reason for his action-to-come. The attitude the agent is then left with is a paradigmatic intention.

It should be noted that this conception does not require that the notion of 'taking as a reason' introduce a completely new kind of irreducible entity (a reason) into the equation. An agent's optative stand for a certain action confers the status of a reason for action, ceteris paribus, on the proposition framed in its content. The status of the reason for the agent's action-to-come is conferred by a deliberation-terminative optative stand that resolves her optative uncertainty about what to do. Talk of 'resolving uncertainty' is in turn not equivalent to 'causing uncertainty to disappear'. An agent deliberating on whether to work or go out this evening might consciously token the want to do the former, an idea that induces in her such tension that she faints. If, when she comes round, she has completely forgotten her optative uncertainty and therefore fails to resume deliberation, that does not turn the optative stand that was causally responsible for the cessation of deliberation into a decision.
 In such deviant cases, the agent's optative stand leads to her losing sight of the question in order to answer which she had been deliberating. For this reason, it does not provide the agent's answer, but merely erases the question. This is why such an optative move does not count as reason-conferring. This blocks the – absurd – conclusion that such deviant episodes of deliberation termination could bequeath their bearer intentions.

The upstream analysis has the double advantage over the downstream alternative that it both leaves room for weakness of will, that is, for motivationally determined failures to realise certain of one's intentions, and explains why an agent generally knows what she intends. We generally know the contents of our paradigmatic intentions because we acquire them by taking conscious optative stands. Weakness of will is possible because there is no conceptually necessary connection between intending to A and A-ing. The optative stands that bring minimal deliberation to a close do tend to motivate us to realise their contents: if there were no such connection, the practice of minimal deliberation and decision would never have got going or would have died out very quickly. However, people can be insufficiently motivated to realise their intentions. Moreover, the genetic analysis explains what is irrational about such weakness: the practice of minimal – and often much more than minimal – deliberation has been developed, and is carried out in individual cases, for a purpose: namely that we act so as to realise the contents of our considered optative stands. Taking such deliberation-terminative stands and then going on to ignore them practically undermines the institution of practical deliberation whose existence is an essential condition of the existence of rationality in the first place.

Finally, upstreamism also proffers a plausible explanation of the distinction between aiming and merely accepting. If the content of a person's decisional intention is the content her opting for which has brought her minimal deliberation to a close, this will sometimes leave rational agents intending conjunctive states of affairs (p&q), where only the first conjoin is individually aimed at, whereas the second is merely accepted. In so far as the agent is convinced that p is not realisable without also bringing about q, a rational agent must intend to bring about the entire package. That, however, does not entail that she intends to bring about the individual components of the package.
 Rather, she intends to bring about that state of affairs the optative framing of which provides the reason for her overall stand.
 The mental state that provides the reason for her stand on the entire package is the optative attitude the polarity of which, when fed into the deliberative machinery, is responsible for the polarity of her overall stand. Take the person deliberating about whether or not to bring about some p for which she has a desire, but which she is unsure whether to bring about because of the inextricability in the context of p and some q which she desires not to bring about. If she finally opts for the package of (p&q), it is her attitude to p which she will see as justifying that overall stand and hence it is p she will be aiming at.

If the upstream analysis is correct, there seems to be little reason why the distinction between intending and accepting could in itself be significant for the moral assessment of actions. According to the upstreamer, to intend to do something does not involve mobilising any irreducible factor supplementary to optative attitudinising. In those cases in which a contrast with acceptance can arise, that is, in cases of decisional intending,
 it merely involves having arrived at the relevant attitude by a particular kind of route. It is hard to see why this genetic feature should turn out to carry special moral weight. However, before we reject the PCC out of hand, we need to look at the considerations that have appeared to many to support the role it assigns the attitudinal distinction in moral evaluation.

3. ACCEPTANCE AND RESPONSIBILITY: THE PCCr
Responsibility and Criminal Homicide

The role that the PCCr ascribes to the distinction can be characterised effectively by means of a comparison with legal practices. The U.S. Model Penal Code, for instance, distinguishes what it calls four "kinds of culpability": "purpose," "knowledge," "recklessness" and "negligence". The Criminal Code for England and Wales establishes similar distinctions among "degrees of fault", preferring to talk of "intention," rather than "purpose".
 The most important threshold in both systems is the one that separates recklessness on the one hand from 'knowledge' and 'intention' or 'purpose' on the other. An agent is taken to be less responsible for breaking a law as a result of taking an unacceptable risk of producing some result than for either producing it purposely or for acting in the knowledge that what she is doing will have such a result. In Anglo-American law, the chief difference between murder and manslaughter is drawn by this means.
 The PCCr is best understood as proposing that the difference between acceptance – which covers 'knowledge' – on the one hand and 'purpose' or 'intention' on the other should be seen as marking a responsibility threshold with a similar status.

It may appear at first glance, that there are features of our legal systems that support this view. The definition of murder provided by the British Law Commission does in fact require an 'intention' either to cause death or to cause serious personal harm.
 Certain philosophers, notably Anthony Kenny and John Finnis, have argued that the content of this requirement should be understood as the agent's aiming at occurrences of either of those kinds, in the everyday sense of 'aiming'.
 However, that has not been the view of the British Law Lords. On the contrary, comments made by the Lords in various cases demonstrate that the Criminal Code's distinction between 'intention' and 'knowledge' is not disjunctive, indeed that the notion of 'intention' employed in the definition of murder clearly extends beyond the everyday concept.

The precise understanding of the 'mental element' necessary for murder has been the subject of considerable debate among judges and legal commentators.
 As has been repeatedly remarked,
 the case of Mrs Hyam (1974) motivated the Lords to engage in extensive exercises of conceptual analysis. The defendant had poured petrol through a letter box and set light to it with the purpose of frightening her rival, but with the effect of killing the latter's daughters. There was considerable disagreement amongst the Lords as to how the relevant notion of intention is precisely to be understood and as to whether the mental state thus identified is indeed required for murder. However, there was no dissent in the question as to whether the conscious taking of a certain degree of risk as to causing death could be sufficient for murder, even if death had not been aimed at. Two of the Lords made this point in terms of the everyday notion of intention, adding that either such an everyday intention or a specific degree of subjective probability is required. Others insisted on the necessity of an 'intention' in a technical sense that incorporates the additional doxastic criteria into the concept.

Either way, the consensus in both British and American law is that murder requires either an everyday intention or the acceptance of certain possible consequences. This requirement can be terminologically clothed either in line with this everyday distinction, as the US Model Penal Code does,
 or can be specified in terms of a misleading technical notion of intention, as incorporated into the Criminal Code for England and Wales. Here an 'intention' is said to be in play where the agent "acts either in order to bring about [a result] or being aware that it will occur in the ordinary course of events".
 The important point for our purposes is that, where the law does see an 'intention' as necessary for murder, the operative concept is an expanded variant of the everyday notion. To avoid misunderstanding, we can refer to the technical notion of intention in use here as a 'British legal intention' or a blintention.

Note that, although in these cases British law builds the requirement of a blintention into the description of the offence – using it, for instance, to establish the primary distinction between murder and manslaughter – that does not entail that the object of the operative prohibition is killing-as-a-result-of-a-blintention, a norm that might be thought to exist alongside another, independent norm prohibiting killing-as-a-result-of-recklessness. Rather, the 'offences' of murder and manslaughter are both contraventions of the same norm, but are distinguished according to the extent to which the agent is responsible for those contraventions. In such cases, it is the degree of attributability that is seen as justifying differences in sentencing – a difference that can be minimal in England where homicide is concerned, but is considerable for the distinct offences of 'intended serious personal harm' (life imprisonment) and 'reckless serious personal harm' (five years).
 These two offences are again contraventions of the same norm, distinguished by the extent to which they are attributed to their agents. Such offences are importantly different in structure from prohibitions whose contents are the bringing about of a certain level of probability of some undesirable event, as in the offence of 'reckless driving'. The superficial appearance that the concept of recklessness has the same function in the two offences 'reckless serious personal harm' and 'reckless driving' is illusory. In the former, its fulfilment would indicate that the agent was less responsible for contravening the prohibition than he would have been had he done so as a result of a blintention. In the second case, it would simply indicate that he has contravened a norm that forbids a certain level of risk-taking whilst driving.

Control and Subjective Probabilities

Unlike what first appearances may suggest, then, our legal practices do not work with anything comparable to a responsibility-theoretic distinction between intention and acceptance. Rather, the decisive threshold remains that drawn by the orthogonal distinction between blintention and recklessness. The distinction is orthogonal because it is entirely a matter of the subjective probabilities opted for. Of course, the fact that this is the way the U.S. and British legal systems assign responsibility for homicide is no proof that this is the reasonable way to view things. However, we don't have to look far to see why it is. The decisive point is the contribution that an increase in subjective probabilities, unlike the move from acceptance to intention, makes to the factor that grounds responsibility, namely the control exercised by the agent.

An agent's control over the production of states of affairs is, as Aristotle argued, dependent on the two criteria of knowledge and lack of compulsion.
 On the one hand, law or morality can see responsibility as diminished where the agent is subject to duress, to pathologically compulsive inner states or where he is provoked so severely that any reasonable person would be expected to lose control over himself. On the other hand, an agent's (non-culpable) lack of knowledge of the results he is bringing about exculpates him from any harm he causes as a result of that ignorance. Moreover, it is equally reasonable to see the gradability of doxastic states as grounding degrees of culpability. Now, there is clearly a highly stipulative element to decisions as to where exactly thresholds are to be set and, indeed, as to how many such thresholds are appropriate. The important point here is that it is some contrast of this kind that we need, because it is the kind that concerns our capacities for control. The greater the probability we ascribe to some result of a basic action of ours, the more we see that result as dependent on us and correspondingly the more we take on responsibility for bringing it about. This only changes once our control over the performance of the basic action is diminished as a result of one or another form of compulsion. In contrast, the fact that the thought of some state of affairs is not the reason for the agent deciding to bring it about – in spite of his having it in his optative purview – is quite simply irrelevant for the question of control.

Although the legal distinction between blintention and recklessness is orthogonal to the everyday distinction between intention and acceptance, there is, nevertheless, a simple connection between the two that helps to explain the responsibility-theoretic intuitions expressed in the PCCa. This is that everyday intentions tend to be associated with a fairly high level of subjective probability. There is no necessity to this: if a person fires a machine gun at a moving car in order to bring it to a halt, he may be well aware that doing so makes the death of one of the passengers highly likely. Nevertheless, that does not entail that he intends to kill anyone. However, there is clearly a strong tendency for aims and high subjective probabilities to correlate.

There are two reasons why this is so. Firstly, people only tend to aim at things they think there is a fair likelihood of them being able to attain,
 whereas there is no characteristic level of subjective probability a person assigns to a proposition he merely accepts as a possible consequence of his action. Secondly, there are structural reasons why cases in which the proposition accepted is thought to have a higher probability than that aimed at are going to in the minority. We can see this if we distinguish two kinds of example, which can be labelled 'branching cases' and 'knock-on cases'. In branching cases, an agent brings about p because doing so tends to bring about consequence q and in spite of the fact that bringing about p tends, for entirely independent reasons, also to bring about r. In knock-on cases, the agent brings about p because of p's tendency to lead to q and in spite of q's tendency to lead to r. In branching cases, it is an open question whether q or r is more probable. In knock-on cases it isn't: because the instantiation of the proposition accepted is structurally dependent on the instantiation of the proposition aimed at, the agent's bringing about of the latter cannot, for obvious reasons, be more probable than his bringing about of the former. Put concisely: although there are no structural determinants of the relative probabilities of an end and the consequences of ways or means of achieving that end, the consequences of an end are necessarily no more probable than is the achievement of that end.

For these reasons, we may frequently be justified in seeing the agent as less culpable for bringing about some merely accepted consequences of what he is aiming at than for achieving his aim. However, any lessening in culpability here depends entirely on the agent's subjective probabilities, not on any intrinsic features of the two optative attitudes themselves. This is only brought out by considering cases in which the agent assigns exactly the same likelihood to both results, a condition that is most obviously fulfilled where the agent assigns the coming into being of r, if q comes about, a probability of 1. For instance, only when the deaths of the schoolchildren are taken to be strictly unavoidable if the munitions depot is bombed does the contrast between the two bombers get to the attitudinal heart of the matter. As long as the example allows some probability of the children escaping death when the bomb is dropped, we have a difference in subjective probabilities that can mobilise justifiable responsibility-theoretic intuitions. Subtract these, however, and the case for the PCCr dissolves.

4. ACCEPTANCE AND JUSTIFICATION: THE PCCn
Justification and Specification

In spite of the fact that the DDE is normally formulated in terms of 'permissibility', many of the intuitions that give it force are best understood in terms of the PCCr. However, once the responsibility-theoretic variant of the principle has been rejected, we are left with a claim that really just is about permissibility. In order to get clear on what exactly the PCCn, is claiming, we need to reflect for a moment on the structure of moral norms, in particular on that of moral prohibitions. Although moral prohibitions have a general form, that is, although they forbid certain kinds of actions such as killing, any reasonable moral system sees such general prohibitions as merely pro tanto. In other words, any such system must make room for exceptions. We can think of the room for these exceptions as being opened up by specifying principles by which general prohibitions are flanked. Specifying principles both tell us where exceptions are to be made and name the reason why such exceptions are to be made. Killing is forbidden; however, you are both morally and legally permitted to cause a person's death where doing so is required for self-defence. Similarly, for any morality that isn't strictly pacifist, certain forms of killing are permitted in war. And medical practitioners are also permitted under certain circumstances to cause their patient's deaths.

Once this structure is made explicit, the status of the claim advanced by the PCCn becomes clear. The PCCn claims to be an important specifying principle. The interpretation that accords most closely with its original Catholic use is that it is, at least in certain kinds of cases, the only specifying principle that morality provides. Understood in this way, it may seem to give exactly the right result when applied to certain uncontroversial examples. This would strengthen the case for seeing it as a valuable criterion where more controversial issues are at stake. Take the case of a surgeon whose patient dies as a result of a high-risk operation. The – only – reason, the PCCn would tell us, why we exempt the surgeon's bringing about of the patient's death from the general prohibition of killing is that the death is not something he aimed at. The same kind of argument also appears to give the right answer when applied to dentists: we don't have any moral objections to them causing certain amounts of pain in the course of treating their patients because and in as far as they don't intend to cause that pain.

However, although the PCCn does draw the line of justifiability in the right place in these cases, it makes it a complete mystery why the line should be drawn here. Why should the fact that the thought of a particular result was not the reason why someone opted for an action explain the action's permissibility? Surely, a rational conception of justification should tie exceptions from certain prohibitions to there being other reasons for the performance of actions of that kind. In the case of the surgeon and the dentist, there are obvious candidates for such reasons. We have excellent grounds for wanting there to be certain institutions that make significant contributions to the maintenance of our health. These institutions are in part constituted by rules set up to this end, rules to which the institutions' bearers are obliged to conform. Where they do so, we are in general prepared to accept specific associated evils such as certain pains and even the risk of death in some cases. This is the obvious reason why it is rational for us to qualify the general prohibitions of killing and the causing of pain in such a way that rule-governed actions of surgeons and dentists don't count as contraventions. If we see things in this way, we don't only draw the line of justifiability in the right place; we also provide obviously reasonable grounds for doing so.
 In the light of our understanding of the distinction between intention and acceptance, the PCCn notably fails to provide any such rationale.

But perhaps the normative collateral consequentialist can assign his normative principle a more plausible location in the structure of moral justification. He could retract the claim that the PCCn constitutes the only valid specifying principle and accept the justificatory structure I have just sketched. The PCCn, he might now claim, is to be understood as a second-order specifying principle, that is, as a principle that restricts the scope of first-order specifying norms. It would tell us, for instance, that certain kinds of surgical or military operations that, under normal circumstances, count as legitimate exceptions to the prohibition on causing death, do not count as such where the agent's reason for carrying them out is his optative thought of causing the relevant deaths.

Something along these lines is suggested by the jurist J.C. Smith, according to whom the law should require "among the circumstances of justification … the absence of an inappropriate intention, on the part of the actor."
 Here is his description of a surgeon with such an inappropriate intention:

"He performs a highly dangerous but medically justifiable operation with the patient's informed consent and with all the great skill at his command – but secretly hoping that the operation will cause the patient's death so that he can marry the widow."

However, this last-ditch defence of the PCCn fails for the same reason as the claim that it is a simple first-order specification. There is quite simply no reason in sight that might explain why the mental difference should be seen as justifying a retraction of the specifying principle that grounds in the institution of medical surgery. Certainly, there is a reason that could well justify our condemnation of his action: if he has taken even minimal steps to realise his intention, for instance, by snipping even a little more violently than was necessary, then he has not conformed to the rules internal to the institution. If this were to be the case, his action would no longer be covered by the first-order specifying principle that would otherwise exempt him from the general prohibition of causing death. Moreover, if he really is the bearer of such an intention, then it is highly likely that he will attempt to realise its content, as both the downstream and upstream conceptions of intending make clear. Where the intention does make a difference to the agent's actions – and we form intentions precisely in order that they should make such a difference – the object of moral evaluation will be a different action and not a mere mental difference.

If, on the other hand, there turns out to be no difference in anything the agent does, there is nothing in the genetic difference between accepting and intending that can comprehensibly justify retracting the judgement that the surgeon's action was permitted. It is, in this context, revealing that Smith actually ascribes the surgeon not an intention, but a "secret hope." As there is considerably less conceptual pressure on even a rational hoper to attempt to realise his hope's content, there is a little more plausibility to the idea that the surgeon might have not acted any differently to how he would have acted had he not been the bearer of this hope. However, if the surgeon's hope is actually a redescribed intention and if he nevertheless really does conform to the specifying principle internal to the institution he represents, we remain completely at a loss as to what feature of that admittedly inappropriate attitude makes the particular action he performs morally wrong.

Motive Evaluation

Of course, we are clearly not very happy about the idea of people with such intentions or hopes wielding scalpels. Even if the surgeon turns out not to act in any way that is morally prohibited, he is still the legitimate object of our moral criticism. We don't only criticise people for the guilt incurred by the norm contraventions for which they are responsible. We also criticise their motives. Consideration of the case just described leaves little doubt why: even if our surgeon does not realise the content of his dubious intention in this particular situation, perhaps because he feels he is under observation by members of the nursing staff, we assume that he would do so were the conditions to be varied only slightly. We evaluate people's reasons for action alongside the actions for which they are reasons because we also tend to see it as important how people would act in situations sufficiently similar to the one under scrutiny for the same reason to be causally decisive.

We should be clear, however, that such motive evaluations are secondary relative to action evaluations. There is a simple logical reason for this: a motive is necessarily a motive to perform a specific type of action, that is, we need to specify an action type in order to individuate a motive in the first place. A fortiori, we need to specify a normatively problematic action type in order to individuate a morally problematic motive. For this reason, even a moral theory that asserts the greater importance of 'agent evaluations' relative to action evaluations
 cannot coherently begin with motives. Motive evaluation is an option that is only open to an ethical system that engages in action evaluation. It certainly plays a significant role in our moral practices and we do well to engage in it as long as we are interested in how people might act under counterfactual conditions.

There seems, then, to be a second independent source of the intuitions behind the PCCn, namely a confusion of primary action evaluations and secondary motive evaluations. That there is a confusion at work here can, moreover, be demonstrated even more palpably: once action and motive evaluation are disentangled, it is easy to see that the motives that are the objects of secondary evaluations need not necessarily find expression in intentions. To return to Smith's surgeon: the description he gives us actually leaves it completely undecided what the surgeon's reason was for performing the operation. He might, for instance, have decided to operate because he wanted to be the first surgeon to successfully complete this extremely risky operation. In that case, his hope might have been simply a desire that in the context conflicts with, and motivationally loses out against his ambition. Nevertheless, it could still lead him to welcome the possibility of marrying the widow as a form of compensation, should his surgical skills turn out to fail him. In other words, his hope may actually be an attitude of acceptance. However, that would not ease our mind as to the moral character of his motivational dispositions.

Or take the example of the dean of a faculty who has to organise an extremely important meeting at short notice and who realises that, in doing so, he will exclude one of his female colleagues from attending. The dean fixes the date in order to deal most effectively with faculty business, but accepts the exclusion of his colleague. Let us stipulate that this is all in all the best thing to do in the situation and that he has acted correctly from a moral point of view. His correct action could be the result of two different motivational conditions. On the one hand, he might have acted as he did in spite of what he sees as the unfortunate exclusion of his colleague. On the other hand, he might have only decided to go ahead with the meeting because the colleague he was thus excluding is a woman and because he sees women as basically irrational creatures who are unable to contribute constructively to processes of rational decision making. Our dean is the bearer of a dubious motivational condition, although the dubious element of that condition is not the one that ends up being represented in the content of his intention. Obviously, this latter point doesn't alter the fact that the man is the legitimate object of our moral criticism. He is such an object in spite of the fact that he both acted correctly and did so with the appropriate intention. Here again, our criticism is justified because this motivational condition, which for contingent reasons has given rise to the correct intention and the correct action, would under other circumstances lead the agent to violate moral norms.

*   *   *

The principle of collateral consequences, the attitudinally based core principle of the so-called doctrine of double effect, should, I conclude, be rejected: no particular moral significance attaches to the distinction between intending and accepting. There is no reason why reflection on their distinguishing genetic properties should lead us either to introduce differing degrees of responsibility for contravening moral norms or to construct differing moral norms for cases in which those genetic properties either are or are not instantiated. Moreover, once one distinguishes between the two functions that the principle may be thought to fulfil, it becomes easier to give an account of the intuitions that appear to support it. In the responsibility-theoretic variant, these concern the tendency of significant subjective probabilities to attach more readily to intentions than to acceptances. In the normative version, there are two confusions: firstly, the PCCn confounds the intention/acceptance distinction with a comprehensible reason for a principle that specifies pro tanto norms. This confusion appears, secondly, to be deepened by a conflation of primary action evaluations and secondary motive evaluations. It is to be hoped that distinguishing and relocating the relevant intuitions in this way will shed a little more light on what even secular proponents of the principle have characterised as an "obscure topic."
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